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1. Introduction

Abstract

This study examines whether different large language models revise the same L2
learner errors in similar ways. The dataset included 100 error units from IELTS
Academic Writing Task 1 responses written by Chinese EFL learners. Each error
unit was revised by 3 mainstream large language models (LLMs): GPT-40-mini,
DeepSeek-V3, and Gemini Flash to test how similar their outputs are. Two meas-
uring methods were introduced to do the analysis: BERTScore F1 was used to
measure similarity in meaning, and Jaccard Similarity was used to measure overlap
in wording. The study also examined whether learner-language features were re-
tained, reformulated, or removed after revision. The results show clear similarity
across the three models, especially at the meaning level. Grammar-related and col-
location errors produced the most similar revisions. The findings suggest that LLM-
based revision can improve accuracy and fluency, but it can also overlook interlan-
guage features for the purpose of standardized writing. LLM feedback is therefore
better used for comparison and reflection than as a final answer.

Keywords

Large language models; L2 writing; written corrective feedback; homogenization;
interlanguage; human-Al interaction

Large language models (LLMs) have become widely used writing assistants in language learning contexts. In L2
writing, learners increasingly use them to revise drafts containing grammatical errors, lexical problems, and other
non-standard expressions. When the same learner-generated sentence is submitted to different LLMs, the resulting
revisions may exhibit different degrees of lexical, syntactic, semantic, or stylistic convergence.

Although such revisions can improve surface-level fluency and accuracy, they raise the issue of homogenization:
different LLMs may converge on similar lexical, syntactic, semantic, and stylistic choices when handling the same
learner-generated input. This issue is particularly important in L2 writing because learner errors are not only problems
to be removed; they may also reflect developing interlanguage shaped by L1 influence, overgeneralization, and tran-
sitional hypotheses about the target language (Selinker, 1972).

Earlier studies on corrective feedback and LLM-based writing support have highlighted the benefits of rapid revi-
sion, improved accuracy, and learner engagement. At the same time, recent work has begun to raise concerns about
reduced diversity and convergence in Al-assisted writing outputs. However, existing research has paid limited atten-
tion to homogenized revisions when handling the same learner-generated errors, and whether this homogenization
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makes learners’ interlanguage features less apparent.

In this study, the author tries to examine the extent to which different LLMs produce homogenized revisions of
the same learner errors in L2 writing. The paper also tries to address the following research questions:

1. How do different LLMs revise learner-generated errors in authentic L2 writing samples?

2. To what extent do these revisions exhibit homogenization across LLM models?

3. What are the implications of homogenized outputs in LLM-supported L2 writing?

2. Literature Review
2.1 Corrective Feedback and L2 Writing

Written corrective feedback (WCF) refers to feedback to the learner’s writing with the aim of correcting the errors.
In L2 writing instruction, WCF has long been favored by language teachers because it helps learners notice differ-
ences between their writing and target-language norms. Through this process, learners understand their errors and
gradually develop greater grammatical accuracy and overall writing quality (Ferris, 2011). Other related studies also
suggest that WCF is especially useful when the feedback is focused, explicit, and aligned with learners’ developmen-
tal needs (Bitchener & Knoch, 2010; Ellis, 2009).

From an SLA perspective, rather than being viewed as writing deficiencies, learner errors often reflect systematic
features of interlanguage, a developing linguistic system which is shaped by L1 transfer, overgeneralization, and
evolving hypotheses about the target language (Corder, 1967; Selinker, 1972). Feedback, therefore, provides oppor-
tunities for learners to notice gaps, test hypotheses, and restructure their interlanguage. Compared with traditional
teacher feedback, LLM-based writing support can be understood in this paper as a new form of corrective feedback
mechanism within the L2 writing research.

2.2 LLMs in Writing Support

Compared with teachers’ feedback, LLMs offer immediate and scalable responses to learners’ writing, revising gram-
matical, lexical, and other language-related problems almost instantly. Recent studies show that LLM-generated re-
vision can improve surface-level accuracy and fluency in L2 texts (Sung et al., 2025; Wang, 2025; Yan & Zhang,
2024). Proponents have highlighted the two most prominent advantages of LLM-based support as LLMs’ immediacy
helps learners connect their errors with a revised form, consistent with the noticing hypothesis (Schmidt, 1990), and
LLMs’ scalability makes individualized feedback more accessible in large classes or resource-constrained teaching
contexts (Narreddy et al., 2025; Weidlich et al., 2025).

However, LLM-supported revision can also bring in the problem of over-correction by changing not only inaccu-
rate forms but also learner-specific stylistic writing (Seddiki & Korichi, 2026; Wang, 2025). Because many LLMs
are trained on large corpora of relatively standardized English, their revisions tend to move learner texts toward more
conventional and high-probability expressions. Consequently, this tendency reduces linguistic diversity and causes a
homogenization effect across different LLMs (Agarwal et al., 2025; Anderson et al., 2024; Moon et al., 2025; Wenger
& Kenett, 2026). This problem is particularly serious in L2 writing, where learner-generated texts often contain in-
terlanguage features and L1-influenced patterns (Selinker, 1972; Ellis, 2008).

2.3 Homogenization in LLM-Assisted Writing

Homogenization in LLM-assisted writing refers to the tendency for model-generated or model-revised texts to be
increasingly similar in wording, structure, meaning, or rhetorical organization. In this sense, LLMs may lower lin-
guistic and stylistic variability because of high-probability, conventional forms of expression trained in LLMs (An-
derson et al., 2024; Sourati et al., 2026; Wenger & Kenett, 2026). What makes things worse is that this tendency has
been continuously observed in other aspects such as idea generation, essay drafting, and revision support (Anderson
et al., 2024; Moon et al., 2025).

Even though homogenization now has received growing attention in general writing and text-generation contexts,
how it works in L2 learner error revision remains underexplored. In L2 writing, corrections or revisions focus on
grammar, lexis, discourse, and task-specific problems, but the original learner texts may also contain interlanguage
features and L1-influenced patterns. Whether LLM feedback drops or misses out on these learner-specific features
during the process of error correction has not yet been systematically examined.
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2.4 Learner Errors, Interlanguage Features, and Human—AlI Interaction

In LLM-based revision, learner errors should not be viewed only as textual problems to be corrected, but also as
evidence of interlanguage development, which reflects how learners organize the language system between their L1
and the target language (Selinker, 1972; Ellis, 2008). If different LLMs repeatedly change learner language into
similar standardized forms, the resulting revisions may obscure these learner-specific traces.

Rather than assessing which model produces the most accurate correction, this paper focuses on whether different
LLMs produce homogenized revisions when correcting the same learner-generated errors and how this homogenized
revision may affect the use of LLM feedback in L2 writing.

3. Methodology
3.1 Research Design

This study uses a corpus-based design to examine how different LLMs revise learner-generated errors in L2 writing.
Specifically, the quantitative analysis compares the revisions produced by different models for the same learner errors
and measures the degree of their convergence. The qualitative part examines how learner interlanguage features are
treated, with particular attention to whether these features are retained, reformulated, or erased in the revision process.

Together with these two methods, the study aims to provide a more comprehensive understanding of LLM-based
corrective feedback, trying to find possible interpretations in second language development and human—Al interac-
tion.

3.2 Data Source and Corpus Preparation

3.2.1 Data Collection

IELTS Academic Writing Task 1 was selected as the writing task because it provides a clear writing task genre while
still allowing observable variation in learners’ grammatical, lexical, and discourse-level choices, so it is suitable for
examining how learner-generated errors are revised by LLMs.

The analytical dataset consisted of 100 learner-generated error units and 300 corresponding LLM-generated revi-
sions, with each error unit revised once by each of the three models. 50 IELTS writing learners were preparing for
the IELTS examination, and their writing samples were collected from classroom-based writing tasks. These re-
sponses therefore represent authentic learner production within a pedagogical setting, rather than texts generated
specifically for research purposes. All data were anonymized prior to analysis, and no personally identifiable infor-
mation was retained.

3.2.2 Error-Type Framework for Corpus Preparation

In this study, the existing error taxonomy was applied mainly to show that the selected examples covered different
kinds of learner problems rather than proposing a new set of learner error categories. As discussed above, learner
errors were treated not simply as mistakes, but as traces of a developing language system. The seven error types used
in this study were chosen from previous work on learner errors and written corrective feedback (Corder, 1967,
Selinker, 1972; Ellis, 2009; Hyland & Hyland, 2006), as well as the specific requirements of [ELTS Academic Writ-
ing Task 1 (IELTS, 2023).

The seven error types include grammar-related errors, lexical choice errors, collocation problems, comparison-
related errors, data description errors, cohesion problems, and idiomaticity or non-standard expression problems;
detailed definitions and examples for each category are available in Online Supplementary Appendix S1 in the project
repository. In preparing the corpus, only error units with one clearly identifiable main error type were selected.

3.2.3 Error Unit Extraction
A total of 100 learner-generated error units were carefully chosen from IELTS Academic Writing Task 1 responses
produced by 50 participants. Sentence-level units were prioritized because they allowed LLM-generated revisions to
be compared more consistently across models. Each error unit had to contain a language-related or discourse-level
problem, and extremely fragmented, incomplete, or personally identifiable texts were excluded. These selection cri-
teria helped ensure that the 100 error samples represented the main error types examined in this study, including
grammar, vocabulary, collocation, comparison, data description, cohesion, and non-standard expression.

The original learner wording remained unchanged before LLM revision, and each unit was assigned an anonymous
code and then submitted to LLM revision and analysis.
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3.3 LLM Prompting and Revision Procedure

The prepared error units were submitted to three LLMs through their official APIs: OpenAl GPT-40-mini, DeepSeek-
V3, and Gemini Flash. These models were chosen in this study because they represent mainstream companies and
are easily accessible for English writing support and text revision. Their inclusion made it possible to compare how
different systems revised the same learner errors and to present whether their revisions showed similar patterns. The
API model names, access dates, prompt, and generation settings were recorded, with full details provided in Online
Supplementary Appendix S2 in the project repository. All revisions were collected between April and May 2026.

To ensure comparability across models, the same prompt was used to correct all 100 error units. The chosen models
were asked to revise each error unit for accuracy and modification in English, while preserving the intended meaning
as much as possible. They were instructed to give only the revised version, without explanations, comments, or feed-
back. This made it easier to compare the models’ revisions and to examine whether they showed similar or different
patterns.

The prompt used in the study was as follows:

Please revise the sentence or short passage in clear and correct English. Keep the learner’s original meaning as
much as possible. Return only the revised version.

Text: [learner-generated error unit]

Each error unit was sent to the models separately, using one API call at a time. The models received only the
learner-written error unit, without essay context, error-type label, or any explanation from the researcher. Accordingly,
this helped to keep the same error input across models and avoided guiding the models toward a particular type of
correction. When the API allowed it, the temperature was set to 0 to reduce variation in the outputs. If a model did
not support this setting, or if the API did not recommend changing it, the default setting was used and recorded. Full
generation settings are provided in Online Supplementary Appendix S2.

For each error unit, the revisions generated by GPT-40-mini, DeepSeek-V3, and Gemini Flash were collected and
stored in a structured dataset. Each record included the anonymous error-unit code, the original learner text, the error-
type annotation, and the revised outputs generated by the three LLMs. These revision outputs formed the basis for
the subsequent quantitative analysis of output homogenization and qualitative analysis of interlanguage feature treat-
ment.

3.4 Analysis and Procedures

The analytical framework of this study consisted of two complementary components, corresponding to the mixed-
methods design outlined in Section 3.1. The quantitative component measured the degree of convergence among the
three LLMs’ revision outputs for the same learner-generated error units. The qualitative component helped interpret
these results by examining representative cases of how different types of learner errors were revised. Rather than
serving as a separate coding measure of homogenization, the qualitative analysis focused on how learner-language
features were preserved, reshaped, or standardized in the revision outputs. Together, these two components provided
a more complete understanding of LLM-based revision behavior by linking measurable output convergence with its
linguistic implications for learner-generated language.

3.4.1 Quantitative Analysis: Output Homogenization

The quantitative analysis was designed to measure the output similarities among the three LLMs’ revisions. In this
study, output homogenization was examined with two levels: first, BERTScore was used to compare whether the
revisions expressed similar meanings. Second, Lexical Overlap was used to check whether the models used similar
words or phrases. Together, these two measures showed whether the models produced similar revisions at both the
meaning level and the wording level: semantic convergence and lexical convergence.

BERTScore was used to measure similarity in meaning between the model revisions. This was important because
different LLMs may correct the same learner error with different wording while expressing almost the same meaning.
A measure based only on shared words may miss this kind of similarity. BERTScore addresses this problem by
comparing texts through contextual word representations generated by a pre-trained language model (Zhang et al.,
2020). In this study, BERTScore was calculated for each error unit across three model pairs: GPT-40-mini—
DeepSeek-V3, GPT-40-mini—~Gemini Flash, and DeepSeek-V3—-Gemini Flash. The scores were used to examine how
close the three models’ revisions were in meaning.

However, semantic similarity alone does not show whether the models also select the same words and phrases.
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Two revisions may have similar meanings but different wording. For this concern, Lexical Overlap was applied as
the second metric. It was calculated with the Jaccard Similarity coefficient, which measures how much vocabulary is
shared between two model outputs for the same error unit (Jaccard, 1901; Niwattanakul et al., 2013). This metric
helped show whether the models were similar not only in meaning but also in word choice. If different LLMs often
chose the same expressions when revising learner errors, their outputs could be seen as similar at the surface level as
well. This is important because repeated lexical similarity may reduce the range of language forms that learners see
in Al-supported feedback.

Together, BERTScore and Lexical Overlap were used for different purposes. BERTScore was used to measure
whether the three LLM revisions were close in meaning, while Lexical Overlap measured whether they also shared
a similar wording pattern. For each error unit, the three model outputs were compared pair by pair. Then we got three
BERTScore values and three Lexical Overlap values. The three BERTScore values were averaged to represent mean-
ing-level similarity for that unit, while the three Lexical Overlap values were averaged to represent word-level simi-
larity. In this way, the analysis could show whether the models were similar mainly in meaning, or also in their choice
of words.

3.4.2 Qualitative Analysis: Interlanguage Feature Treatment

The qualitative analysis looked at how the three LLMs dealt with learner-language features in their revisions. The
aim was not simply to evaluate whether a revision was correct or incorrect. Instead, the analysis focused on whether
features of the learner’s original expression were kept, changed, or replaced by more standard forms. For each error
unit, the main learner-language feature was classified into one of three categories according to how it appeared in the
revised output:

Retained: the LLM kept the learner’s original expression with minimal changes. The revised sentence still showed
the learner’s original way of using language.

Reformulated: the LLM modified the learner’s expression into a clearer or more standard form, but still kept the
original meaning and some part of the original wording or structure.

Erased: the LLM replaced or removed the learner’s original expression. The revised sentence became more stand-
ard, but the learner’s original wording, structure, or meaning choice was no longer easy to identify.

Each of the 100 error units was also reviewed across the three LLM revisions. The analysis focused on the main
learner-language feature in each unit and considered whether it was retained, reformulated, or removed in the revised
versions. Representative examples were then selected to show how the models changed learner language in different
ways.

This part of the analysis was made to explain the quantitative results in more detail. It did not add another score
for homogenization. Instead, it showed what happened to learner-language features when the model outputs were
highly similar or less similar. The categories and examples are provided in Online Supplementary Appendices S3
and S4 in the project repository.

3.5 Reliability and Ethical Considerations

In order to make the qualitative analysis consistent, the three categories—Retained, Reformulated, and Erased—were
used when reviewing the representative cases. Cases that were not clear at first were checked again to make sure that
the revisions were consistent with the error type identified during corpus preparation. The quantitative results, in-
cluding BERTScore and Lexical Overlap, were computed automatically, so they did not involve human rating.

All learner writing samples were anonymized before analysis. No personally identifiable information was kept.
Each error unit was given an anonymous code, and the analysis focused on language features rather than individual
students. The LLMs were used only to produce revisions for this study. The model names, prompts, and generation
settings are listed in Online Supplementary Appendix S2 so that the research procedure can be checked and repeated.

4. Results

This section presents the results from the 100 learner-generated error units revised by GPT-40-mini, DeepSeek-V3,
and Gemini Flash. BERTScore F1 was used to compare similarity in meaning, and Jaccard Similarity was used to
compare similarity in wording. The results are first reported by error type, and selected examples are then used to
explain why some types of learner errors led to more similar revisions than others.
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4.1 Composition of the Analytical Dataset and Error-Type Patterns

The final dataset consisted of 100 valid learner-generated error units written by learners and 300 LLM-generated
revisions. As detailed in Table 1, error categories are distributed alongside their respective mean homogenization
scores. Grammar-related errors ranked first as the largest category (n = 38), followed by data description errors (n =
17) and idiomaticity or non-standard expression problems (n = 15).

Table 1. Distribution of Error Types and Mean Homogenization Scores

Error Type n Mean BERTScore F1 Mean Jaccard Similarity
Grammar-related error 38 0.806 0.687
Data description error 17 0.715 0.572
Idiomaticity / non-standard expression 15 0.743 0.619
Collocation problem 8 0.773 0.650
Lexical choice error 8 0.715 0.583
Comparison-related error 7 0.739 0.637
Cohesion problem 7 0.721 0.598

Notes. n refers to the number of error units in each category. Mean BERTScore F1 and Mean Jaccard Similarity refer to the average of the three pairwise
model scores for each error unit.

Grammar-related errors had the highest scores on both measures. This may be because grammar problems usually
have clearer correction targets, so the three models often made similar revisions. Collocation problems also showed
high similarity, as unusual word combinations were often changed into the same or similar conventional expressions.
With all the results, lexical choice, data description, and cohesion problems received lower average scores. These
errors allowed more than one possible revision, so the models tended to produce more varied outputs.

4.2 Overall Homogenization Across the Three LLMs

Table 2 reports the overall homogenization scores across the 100 error units. The average BERTScore F1 was 0.761,
and the average Jaccard Similarity was 0.636. This result shows clear cross-model convergence, with stronger con-
vergence at the semantic level than at the lexical level.

Table 2. Overall Homogenization Scores

Metric Mean SD Min Max
BERTScore F1 (semantic homogenization) 0.761 0.121 0.522 1.000
Jaccard Similarity (lexical homogenization) 0.636 0.158 0.313 1.000

Notes. BERTScore F1 and Jaccard Similarity scores per error unit represent the mean of three pairwise model comparisons. Table values summarize the
distribution across the 100 units, reporting means, standard deviations (SD), and min - max ranges. All figures are rounded to three decimal places.

The higher BERTScore F1 shows that the three models often revised the same learner error toward similar mean-
ings. However, the lower Jaccard Similarity suggests that these similar revisions were not always expressed in the
same wording option. In fact, only two of the 100 error units received exactly the same revision from all three models.
This means that homogenization in this study was not simple textual repetition, but rather a graded pattern of simi-
larity across model outputs.
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4.3 Pairwise Model Similarity

The three model pairs did not show the same level of similarity. As shown in Table 3, GPT-40-mini and DeepSeek-
V3 were the closest pair, with the highest scores on both measures. The two pairs involving Gemini Flash had lower
scores, although their revisions were still similar to a considerable degree.

Table 3. Pairwise Model Similarity

Model Pair Mean BERTScore F1 SD Mean Jaccard Similarity SD
GPT-40-mini vs DeepSeek-V3 0.864 0.122 0.722 0.195
GPT-40-mini vs Gemini Flash 0.710 0.156 0.593 0.202
DeepSeek-V3 vs Gemini Flash 0.708 0.164 0.594 0.195

Notes. Each pairwise score was based on the two model outputs for the same error unit. Means and standard deviations were calculated across the 100
error units. Values are rounded to three decimal places.

This result table shows that all three LLMs did have a tendency toward revision convergence, and GPT-40-mini
and DeepSeek-V3 were the most similar in both meaning and wording. Gemini Flash showed slightly more varied
wording and structure, although its similarity scores with the other two models remained high enough to support the
overall finding of mainstream LLM normalization.

4.4 Qualitative Analysis of Revision Structures

Grammar errors were more likely to show similar revisions from the three chosen models. This was mainly because
problems with verb forms, subject-verb agreement, articles, and prepositions often have fairly direct corrections.
Collocation and non-standard expression problems also showed similar patterns because the models often replaced
unusual word combinations with more familiar academic expressions.

Data description and cohesion problems allowed higher revision variability. These errors often required interpre-
tation of numerical relationships, comparisons, information sequencing, or sentence restructuring. Consequently, the
models could preserve similar meanings while using different wording or structures. Overall, the qualitative evidence
supports the quantitative finding that LLM revisions converged more strongly in meaning than in wording.

5. Discussion and Conclusion

This section discusses the study’s findings and their implications for L2 writing pedagogy, interlanguage develop-
ment, and human—Al interaction. The results showed a clear tendency toward output homogenization across the three
chosen LLMs, with convergence at the semantic level higher than at the lexical level.

5.1 Output Homogenization and Standardization of Learner Writing

The main finding is that the three LLMs often revised the same learner errors in similar directions. They rarely
produced exactly the same sentences, but they often made similar changes in meaning and shared a common focus.
This was especially clear in grammar and collocation errors, where the expected corrections were usually more lim-
ited.

The observed patterns fall into a standardizing tendency in LLM-based revision. The models can provide learners
with more accurate and fluent academic English, but they may also reduce the possibility of linguistic variation. In
this study, BERTScore F1 was used to reflect similarity in meaning, while Jaccard Similarity was used to reflect
overlap in wording. The higher BERTScore F1 results suggest that the models were often closer in revised meaning
than in exact word choice. Although the two measures capture different aspects of similarity, overall homogenization
was more apparent in what the revisions expressed than in the exact words they used.
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5.2 Interlanguage Visibility in LLM-Mediated Revision

From an SLA perspective, the earlier discussion treated learner errors as signs of developing language use. The qual-
itative results here show that the LLMs often changed or removed these learner-specific features, especially in gram-
mar, collocation, and non-standard expression errors. In many cases, learners’ original wording was replaced by these
LLMs with more standard English forms.

These revisions can improve accuracy and fluency, but they may also make learners’ original language patterns
less visible. When an interlanguage feature is fully replaced, teachers and learners may find it harder to identify the
learner’s current linguistic system and specific learning gaps. Therefore, LLM revisions should not simply be ac-
cepted as final corrected versions. Rather, they can be used as comparative materials for guided noticing: learners
can compare original and revised texts, analyze what changed, evaluate whether their intended meaning was pre-
served, and consider alternative expressions. In this way, the risk of homogenization can be turned into a learning
opportunity, helping learners become more aware of their language choices.

5.3 Limitations and Future Research

There are several limitations that should be noted. First, the study was based on 100 error units from Chinese EFL
learners’ IELTS Academic Writing Task 1 responses, so the findings need to be tested with other learner groups and
with other kinds of writing tasks. This study also focused on only three mainstream LLMs. Future research could
include more models to examine whether similar patterns appear across different LLMs, training data, and alignment
strategies.

Another limitation lies in the qualitative analysis. Although the study combined quantitative measures with close
reading of revision cases, the qualitative part focused on selected revision cases in detail, but did not cover all 300
revisions one by one. Future studies could code the full set of revisions to examine more systematically how learner-
language features are retained, reformulated, or removed. In addition, BERTScore and Jaccard Similarity show how
similar the model outputs are, but they do not show whether the revisions actually support learning. Future research
could include learner uptake, teacher evaluation, or longer-term evidence of writing development.

5.4 Conclusion

Taken together, the study shows that mainstream LLMs exhibit clear convergence when revising the same learner-
generated texts. The similarity was clearer at the meaning level than at the wording level. Grammatical and colloca-
tion errors showed the strongest homogenization, whereas data description and cohesion problems allowed more
varied responses.

These findings show that LLM revision can make learner writing more standardized and may also make some
learner-language features less visible or noticeable. LLMs are useful because they can give quick and accessible
revision support, but they should not be used as a replacement for learning or teacher feedback. A better use is to let
learners compare their own writing with the LLM revision, discuss the changes, and think about other possible ex-
pressions. Future studies should examine whether long-term use of LLM revision affects learners’ writing choices,
sense of voice, and interlanguage development.

Data, Code, and Online Supplementary Appendix Availability

The Python scripts for the BERTScore F1 and Jaccard Similarity calculations are stored in the project repository:
https://github.com/Nyx2025/llm-revision-homogenization.

The same repository also contains the scripts used to generate the summary tables in Section 4. The supplementary
appendix files are placed in the supplementary materials folder: https://github.com/Nyx2025/llm-revision-homoge-
nization/tree/main/supplementary materials.

To protect learner privacy, the original learner writing samples and full model-generated revision outputs are not
publicly released. The repository includes Online Supplementary Appendix S1: Error-Type Framework; Online Sup-
plementary Appendix S2: LLM Model Configuration and Prompt; Online Supplementary Appendix S3: Qualitative
Interpretation Categories; and Online Supplementary Appendix S4: Representative Revision Patterns.
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