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1. Introduction

Abstract

Generative artificial intelligence (Al) tools are now widely accessible to the pub-
lic. This popularization has brought about new academic integrity challenges in
higher education. Meanwhile, there is still no clear conclusion on how college
teachers form their judgments of students’ assignments completed with the help of
Al tools. This study focuses on cognitive biases. These biases systematically in-
fluence teachers’ ability to distinguish students’ original writing from Al-
generated writing. This research is guided by dual-process theory and the heuris-
tic-bias framework. It identifies four major types of cognitive biases among edu-
cators. The four categories include automation bias and algorithm aversion, an-
choring effects, the representativeness heuristic, and confirmation bias. This paper
adopts conceptual analysis methods and sorts out the latest relevant research find-
ings. It explores how the above-mentioned cognitive biases lead to two common
evaluation errors in teaching. The two errors are false accusations of student aca-
demic misconduct and failure to identify Al-assisted writing. Moreover, these er-
rors produce uneven impacts on different groups of students. The study holds that
the assessment model that centers on Al detection has inherent flaws. Such limi-
tations stem from the cognitive characteristics of human evaluators. Therefore, this
paper suggests that educators should transform the assessment mode and adopt a
process-oriented assessment design. This study also puts forward specific practical
suggestions. These include using standardized evaluation scoring criteria, record-
ing and assessing students’ whole learning process, and building a campus cultural
atmosphere focused on critical Al literacy. Combined with the above research
analysis, this paper concludes that academic integrity construction in higher edu-
cation should not rely merely on supervision and management. Instead, it should
be regarded as an educational practice. This educational practice needs to fully
adapt to the actual cognitive rules of teaching evaluators.
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In recent years, generative artificial intelligence (Al) systems that can generate coherent and stylistically diverse
text have developed rapidly and are now relatively accessible tools in contemporary higher education. The capacity
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of these tools to produce large-scale essays, research summaries, and creative narratives has raised institutional
concerns about academic integrity (Cotton, Cotton, & Shipway, 2024). Although much attention has been paid to
the misuse of Al by students in recent years, little research has been conducted on how instructors’ own cognitive
biases influence their evaluations of such academic dishonesty. Determining whether a piece of writing was pro-
duced by a person or artificial intelligence poses considerable difficulty; it occurs in a high-uncertainty situation,
under time pressure, and carries emotional weight.

Most of the current institutional responses focus on detection. Universities have introduced Al detection tools,
modified the honour code, and requested that faculty identify and punish unauthorized use of Al. This assumption
assumes that instructors are dependable detectors implicitly. However, the supporting evidence shows that both
human assessors and automatic detectors are prone to errors; specifically, they have excessively high false-positive
rates for non-native English speakers (Liang et al., 2023). These errors are not merely technical problems; they also
have roots in deficiencies of people’s thinking systems. Based on the dual-process theory of cognition (Evans &
Stanovich, 2013; Kahneman, 2011) and the heuristic-and-bias theory (Tversky & Kahneman, 1974), this paper con-
tends that the current problem of maintaining academic integrity in the era of generative Al is fundamentally a
problem of human judgment under uncertainty. Instructors’ cognitive biases in the assessment of students’ work are
systematically unfair and lead to unequal results. Based on the analysis of the above biases, this paper proposes an
educational and institutional reorientation to move from a reactive detection model to a proactive integrity construc-
tion system.

2. The Judgment Environment: Ambiguity and Cognitive Load

To understand why cognitive biases have this effect, one needs to know the judgment environment in which instruc-
tors operate. When judging whether a student’s work has involved the use of artificial intelligence, instructors face
an inherently ambiguous task. Generative Al text does not have discernible watermarks; its surface features, such
as fluency, lexical richness and structural organisation, are very close to those of capable or highly diligent students.
At the same time, although marketed as solutions, automated Al detection tools are known to misclassify formulaic
academic prose and cause false positives that can damage student-teacher trust (Perkins, 2023). Thus, teachers have
to rely on indirect and easily contaminated cues: stylistic consistency, depth of critical thinking, alignment with the
student’s perceived ability, and the presence or absence of minor grammatical errors. These cues are open to multi-
ple interpretations and thus create ideal conditions for heuristic-driven, intuitive processing rather than deliberative
analysis.

The stakes increase the cognitive load. A false accusation of cheating can cause serious psychological harm and
damage to the reputation of the institution, while a failure to detect dishonesty erodes the credibility of academic
degrees. The double cost increases the emotional intensity of the evaluation and makes instructors more likely to
use System 1 thinking—quick, automatic, and prone to bias (Kahneman, 2011). With a large number of students,
instructors have little time for grading and may therefore rely more on intuitive judgments. Under such high-load
and ambiguous conditions, systematic cognitive biases emerge and operate.

3. Cognitive Biases in the Assessment of Al-related Academic Integrity

The four categories of cognitive bias that affect instructors’ judgment of whether students’ work is human-created
or Al-generated, and consequently influence their behaviour after raising such doubts, are presented below.

3.1 Automation Bias and Algorithm Aversion

The interaction between teachers and Al detection tools creates a noticeable contradiction in practical teaching
scenarios. Automation bias describes a common human cognitive tendency. People tend to fully accept the results
provided by automated systems without rational scrutiny, even when the system clearly prompts uncertain results
(Cummings, 2004). For instance, Al detection tools may generate a data report showing a 72% probability that a
student’s essay is Al-generated. Many teachers will take this numerical result as definitive evidence. They often
ignore the known error range of detection tools and overlook the professional reminder that such data cannot be
used as the sole evaluation basis. This cognitive flaw greatly increases the possibility of wrongfully accusing stu-
dents who have neat, sophisticated writing styles.
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In contrast, algorithm aversion reflects teachers’ excessive distrust toward negative detection results from the
same Al tools. To illustrate this situation, teachers may personally feel that a student’s essay is overly advanced and
unnatural. Even if the Al detection tool only gives a 5% Al generation probability for this work, teachers may
choose to completely ignore the algorithm’s assessment result. They will judge the student’s work solely based on
their personal subjective experience. This inconsistent way of relying on detection tools and personal intuition leads
to uneven evaluation standards. It also damages the fairness of student academic assessment. Students with stand-
ardized and polished writing are prone to unfair judgment due to automation bias. Meanwhile, students with uncon-
ventional writing styles may face unreasonable manual review. Such reviews rely entirely on teachers’ intuition
rather than objective detection data. These two cognitive biases always exist simultaneously in teaching evaluation.
This proves that Al detection technology cannot eliminate the influence of human judgment in academic evaluation.
It only changes the specific links and forms where human subjective cognition plays a role.

3.2 Anchoring and Adjustment

Anchoring refers to the disproportionate weight given to the first piece of information in subsequent judgments
(Tversky & Kahneman, 1974). When a teacher first reads a student’s essay, superficial linguistic traits, such as
unusually advanced vocabulary or a perfect introduction without any minor errors, can serve as powerful anchors.
Once the first thought of “it looks like AI” occurs, the rest of the reading is done in light of that. Ambiguous ex-
pressions are interpreted in favor of the Al hypothesis; the quality of argumentation is deemed “too perfect” and
thus not taken as evidence of careful drafting.

The adjustment away from the anchor is typically insufficient. Even after the teacher tries to re-evaluate the work
by considering its content and reasoning, they are still more inclined to trust their first impression. In a high-volume
grading session, the cognitive resources available for deliberate adjustment are limited, and anchoring therefore
becomes especially potent. A student who submits a neat and orderly paper may be unfairly penalized; at the same
time, a less meticulous peer goes unnoticed because their work contains superficial errors that are stereotypically
seen as signs of “human” writing.

3.3 Representativeness Heuristic and the “Al Style” Stereotype

Closely related to anchoring is the representativeness heuristic, which determines the probability that a text has been
generated by Al based on how closely it matches the prototype of Al writing (Tversky & Kahneman, 1974). The
current prototype of the Al-generated text is too generic, platitudinous, overly fluent, and lacks a personal voice or
deep critical thought. These characteristics, however, are not unique to Al. Many developing academic writers who
are trying to learn the disciplinary discourse conventions also produce prose that is too general and lexically dense.
Students who diligently revise their drafts to correct grammatical errors may have unintentionally produced texts
that are too “Al-like” in style and are therefore more likely to be mistaken for such.

This heuristic works in reverse as well: a text with emotional personal anecdotes, stylistic unevenness, or idio-
syncratic expressions may be considered human-written even if it was generated by Al after careful prompting to
add such traits. Thus, the representativeness heuristic is systematically biased to favour style over precision in lan-
guage. This is especially true for international students and non-native English writers whose formal, edited aca-
demic English may be very similar to that of the Al prototype (Liang et al., 2023).

3.4 Confirmation Bias in Investigation and Interaction

Once an initial suspicion of Al use arises, confirmation bias directs all further information-seeking behaviour.
Teachers pay attention only to evidence that supports their hypothesis and ignore contradictory signals. For example,
a student’s nervousness during an oral defence of their work might be mistaken for a sign of guilt, although it is a
normal reaction to being questioned about academic integrity. The student’s previous academic record also contrib-
utes to the bias; a high-achieving student may receive the benefit of the doubt, but a student with a history of bor-
derline performance is more easily suspected. Confirmation bias and the halo effect can work together to make the
same Al-generated text result in a lenient talk with one student and a strict integrity hearing for another, thus creating
a serious inequality based on the teacher’s prior beliefs.
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4. A Case Illustration: The False Positive Dilemma

Consider a hypothetical but realistic case. A second-year international student who is not a native English speaker
writes a revised argumentative essay. She has employed grammar-checking software, consulted the writing centre
tutors, and revised her work repeatedly over the past two weeks. The essay is reasonable, well-phrased, and free
from minor surface errors. An instructor is used to finding minor errors in his students’ papers at this stage; therefore,
he is struck by the unusual neatness and uses an Al detector, which reports that the paper is “68% Al-generated”.
Trusting the tool (automation bias), the instructor talks to the student. The student is anxious and confused, so she
cannot clearly explain her writing process at that moment, and this nervousness is taken as further evidence. The
result is a formal charge of academic dishonesty, which was later dropped upon re-examination; however, consid-
erable emotional harm and a loss of trust have occurred in the interim.

The above vignette shows how various biases, such as anchoring, automation bias, the representativeness heuris-
tic, and confirmation bias, can work together to cause a false accusation. It also shows the human cost of a detection-
oriented model.

5. Reframing Academic Integrity: From Detection to Process

Therefore, all the above analyses have shown that cognitive biases are not external errors that can be corrected by
short-term training, but rather inherent characteristics of human judgment under uncertainty. A stronger approach
will rearrange the assessment environment to reduce the reasons for bias in processing.

5.1 Designing Assessment for Transparency

Assignments that require only a final written product are highly ambiguous. Records of the learning process, such
as staged proposals, annotated bibliographies, several drafts with reflective cover letters, and short oral justifications,
provide a richer set of cues about authorship and intellectual development. When an instructor can trace how an
idea has developed from the first draft to subsequent revisions, they can ask themselves whether the student has
genuinely grasped it; more importantly, they will be able to determine whether the evidence presented demonstrates
the student’s actual learning, thereby engaging the more deliberative System 2 processing (Kahneman, 2011) and
reducing dependence on surface-level linguistic heuristics.

5.2 Structured Evaluation Protocols

To reduce anchoring and the representativeness heuristic in judgment, linguistic surface features can be separated
from substantive criteria, such as argument quality, use of evidence, and critical insight, in assessment rubrics.
Evaluators can be asked to assess the content and reasoning first, and only then consider the style; otherwise, the
entire evaluation may be influenced by an early linguistic anchor. Institutions may also introduce anonymous grad-
ing for some assignments; thus, the effect of the halo effect and confirmation bias related to students’ identities and
previous grades will be reduced.

5.3 Developing Critical AI Literacy

Institutional policies need to move away from punitive, confrontational approaches and focus more on cultivating
students’ critical Al literacy. Faculty training programs can integrate two key learning components. They can in-
clude professional knowledge about the technical limitations of Al detection tools, as well as targeted modules to
help teachers recognize cognitive biases. Such training can adopt evidence-based debiasing strategies summarized
from medical and judicial decision-making research (Morewedge et al., 2015). Universities should also deliver clear,
course-specific Al usage rules to students. These rules need to clarify the permissible scenarios and methods of Al
use, and mandate that students record all Al-assisted behaviors. This clear regulatory mechanism can resolve the
ambiguity of Al use in coursework. If students clearly state that they adopt Al tools to brainstorm counterarguments
and then substantially revise the content on their own, teachers can leverage this information to conduct more ra-
tional and fair academic evaluations.

6. Recommendations for Policy and Practice

This analysis puts forward targeted operational suggestions for different stakeholders involved in academic assess-
ment. First, teachers are advised to slow down their grading process. This deliberate evaluation method helps them
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make thoughtful decisions instead of relying on instant, automatic judgments. When teachers form an initial im-
pression that a student’s work may be Al-generated, they should actively look for contradictory evidence to verify
their judgment. Second, university academic administrators and teaching quality supervision departments should
support long-term assessment reform. They can offer resource support and professional recognition to teachers who
redesign course assessment systems with a focus on student learning processes. Third, institutional integrity policies
should be revised to distinguish between unauthorised use of Al and legitimate, transparent applications of Al, and
to provide students with a safe disclosure channel. Fourth, researchers should conduct controlled empirical studies
that vary the source of the text and measure instructor accuracy under different debiasing conditions, thus adding to
the currently limited evidence base. Fifth, universities may develop and pilot bias-aware decision aids for integrity
panels, such as checklists that prompt consideration of alternative explanations for textual features.

7. Conclusion

Generative Al has not introduced a new problem of cognitive bias in academic judgment; rather, it has amplified
and revealed existing biases in ways that demand a timely response. Attempts to detect Al-generated writing force
instructors into a forensic mode of reading for which they are not cognitively prepared, and the biases that arise
systematically undermine fairness: automation bias, anchoring, the representativeness heuristic, and confirmation
bias. These cognitive biases create significant ethical risks in academic evaluation. They bring unfair impacts to
students whose writing styles do not fit rigid, standardized academic writing norms. Improving Al detection tools
cannot fundamentally solve this problem. The core solution is to reform the existing assessment system. Reform
measures can make students’ learning and writing processes more transparent. Meanwhile, teacher training should
help educators master practical evaluation tools and build clear self-awareness. This allows teachers to properly
address their own cognitive shortcomings. The current challenges brought by educational Al can be transformed
into developmental opportunities. Such transformation can further improve authentic assessment practices in higher
education. It also helps institutions maintain academic integrity through fair and efficient evaluation methods.
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