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1. Introduction

Abstract

The estimation of causal effects from observational data necessitates rigorous
adjustment for confounding variables. Contemporary methods based on disentan-
gled representation learning, address this challenge by decomposing covariates into
independent latent factors corresponding to treatment, outcome, and confounders.
However, these approaches typically impose a uniform constraint on all covariates
during the disentanglement process, neglecting the potential heterogeneity in the
proxy strength between continuous and discrete variables. This paper proposes that
such heterogeneity constitutes a critical consideration for accurate causal inference.
We introduce the Type-Weighted Disentangled VAE (TWDVAE), a methodologi-
cal framework that incorporates explicit differentiation between variable types
through a structured weighting scheme within the disentanglement objective. Spe-
cifically, our approach assigns distinct weights to continuous and discrete variables
according to their hypothesized proxy importance, thereby directing the learning
algorithm to prioritize the more influential variable type in the latent representation.
This formulation provides a principled mechanism for integrating domain
knowledge about variable-type importance directly into the estimation procedure.
Empirical evaluations conducted on benchmark datasets [HDP demonstrate that
TWDVAE achieves statistically significant improvements over conventional ap-
proaches, with absolute reductions in estimation error. The results substantiate that
acknowledging differential proxy importance across variable types enhances both
the precision of causal effect estimates and the interpretability of the learned repre-
sentations. This work establishes variable-type differentiation as a substantive con-
sideration in causal inference methodology and offers a framework for leveraging
this insight to advance estimation accuracy.

Keywords

Causal inference; disentangled representation learning; observational data; varia-
tional autoencoder (VAE); type-weighted learning

Accurate estimation of individual treatment effects (ITEs) and average treatment effects (ATEs) from observational
data is pivotal for informed decision-making in fields such as clinical medicine [1], recommendation systems [2],
and public policy [3]. The principal challenge in this undertaking stems from confounding bias, where variables
influence both the treatment assignment and the outcome variable. While methods based on disentangled representa-
tion learning have made significant strides in addressing this issue—by decomposing covariates into independent
latent factors representing treatment, outcome, and confounding components—a critical oversight persists in the
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prevailing methodologies.

Existing approaches, such as TEDVAE [4] and EDVAE [5], typically operate under an implicit and often untenable
assumption: that all features within the covariate set contribute uniformly and equally to the proxy mechanism. This
is manifested in their use of a uniformly weighted reconstruction loss applied indiscriminately to the entire feature
set. In reality, observational data comprise a mixture of continuous and discrete variables, which frequently exhibit
fundamentally different statistical properties and, we posit, potentially divergent degrees of influence as proxies. For
example, in evaluating a social policy, a discrete variable such as educational attainment is likely a more deterministic
proxy than a continuous variable like daily screen time. Conversely, in a pharmacological study, a continuous meas-
ure like baseline cholesterol level may constitute a stronger proxy than a discrete variable such as blood type. The
failure of current models to differentiate between these variable types represents a significant limitation, potentially
leading to a diluted and suboptimal latent representation where the structure of the most critical proxies is not ade-
quately captured.

In this paper, we present TWDVAE, a novel methodology that introduces a type-differentiated weighting scheme
into the disentangled representation learning objective. Our core innovation lies in replacing the standard, uniformly
weighted reconstruction term with a targeted objective that prioritizes the reconstruction of the variable type—either
continuous or discrete—deemed to be of greater proxy importance based on the specific causal context. The
TWDVAE framework imposes a principled inductive bias on the learning process, compelling the latent factors to
accurately reconstruct the prioritized variable type, thereby forcing the model to dedicate its representational capacity
to encoding the structural patterns of the most impactful proxies.

This approach results in a purer separation of the latent factors, particularly yielding a more refined representation
of the true proxy component, which is essential for unbiased ITE and ATE estimation. The TWDVAE model repre-
sents a significant advancement over existing disentangled representation methods by explicitly addressing the het-
erogeneous importance of different variable types as proxies.

The contributions of this work are summarized as follows:

1. Conceptual basis: We have identified a limitation of the current decoupled causal effect models: they ignore
the inherent heterogeneity of proxy strength among different variable types (continuous and discrete).

2. Methodological Innovation: We propose TWDVAE, a novel model that integrates a type-differentiated
weighting strategy into its architecture. This strategy allows for the flexible prioritization of continuous or dis-
crete variables during learning, effectively aligning the model with domain-specific knowledge about proxy
importance.

3. Empirical Validation: Through rigorous experimentation on established benchmarks (IHDP), we demonstrate
that TWDVAE achieves superior performance in both ITE and ATE estimation.

The remainder of this paper is structured as follows. Section 2 reviews related work in causal effect estimation and
disentangled representation learning. Section 3 outlines necessary preliminaries. Section 4 details the TWDVAE
methodology. Section 5 presents experimental setups and results. Finally, Section 6 offers concluding remarks.

2. Related Work

The field of causal inference from observational data has evolved through several methodological paradigms. Current
approaches for treatment effect estimation can be categorized into three primary strands: conventional statistical
methods, representation learning frameworks, and disentangled representation techniques.

Conventional Statistical Methods. Established approaches include propensity score matching (PSM) [6], which
seeks to balance covariate distributions between treatment arms. Doubly robust estimators [7] combine outcome and
propensity models to guarantee consistent estimation if either of the two models is correctly estimated. These
techniques primarily employ statistical adjustment to mitigate confounding bias.

Representation Learning Approaches. Methods in this category have gained traction for their capacity to learn
balanced latent representations that minimize distributional discrepancies between treatment groups. Foundational
work by Johansson et al. proposed a framework combining domain adaptation with representation learning.
Subsequent developments introduced advanced architectures like TARNet [8] and counterfactual regression (CFR)
[8] networks, which learn representations that are simultaneously predictive of outcomes and balanced across
treatment conditions. Techniques such as Dragonnet [9] enhance the model's prediction performance by adding
predictions for intervention variables in the representation space. These approaches generally aim to construct a
shared feature space where treated and control units become comparable.
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Disentangled Representation Methods. A more recent research thrust investigates disentangled representation
learning for causal estimation. The TEDVAE [4] framework employs variational autoencoders to decompose
covariates into instrumental, proxy, and adjustment factors. EDVAE [5] considers the influence of sample imbalance
on causal effect estimation and introduces a sampling layer to improve model accuracy. MIM-DRCEFR [10] adopts
the strategy of mutual information penalty, thereby enhancing the decoupling ability and improving the prediction
effect. The central premise is that explicit factor disentanglement enhances proxy control and improves estimation
accuracy.

Our proposed method, which we term Type-Weighted Disentangled VAE (TWDVAE), extends disentangled
representation learning with a critical innovation: variable-type weighting. While existing approaches like TEDVAE
[4] achieve factor separation, they impose uniform constraints across all covariates during reconstruction. This
uniform treatment fails to account for fundamental differences in proxy importance between continuous and discrete
variables. Our framework addresses this limitation by incorporating type-specific weighting into the learning
objective, enabling differentiated prioritization of variable types based on their hypothesized proxy strength.

Unlike methods emphasizing intricate regularization, TWDVAE provides a principled mechanism for integrating
domain knowledge about variable types. This type of weighting represents a departure from existing methodologies
and offers a more nuanced approach to handling mixed-type observational data. In recent years, research progress in
the field of decoupling learning has mainly focused on how to better improve the decoupling effect of models, but
has overlooked the basic characteristics of data-especially the essential differences between continuous variables and
discrete variables. Our research fills this gap through a conceptually simple yet powerful correction method that
explicitly acknowledges the inherent differences between variable types and the importance of their proxies.

3. Theoretical Framework
3.1 Causal inference setup

In the potential outcomes framework for causal inference, we consider a dataset D = {x;,t;,y;}i=,, containing n
independent units. Each unit i is characterized by a feature vector X;, treatment assignment t; € {0,1}, and observed
outcome y;. The fundamental problem of causal inference arises from the fact that we can only observe one potential
outcome for each unit: y;(1) if'treated (t; = 1) or y;(0) if control (t; = 0). The observed outcome is thus:

yi = tiyi(1) + (1 = t;)yi(0).
The Individual Treatment Effect (ITE) for unit i is defined as:

T = yi(1) = yi(0).
Since we cannot observe both potential outcomes simultaneously, we aim to estimate the conditional average treat-
ment effect:

t(x) = E[Y(1) — Y(0) | X =x].
The Average Treatment Effect (ATE) is then given by:
ATE=E[t(X)] = E[Y(1) — Y(0)].

3.2 Identification assumptions

To enable causal identification from observational data, our method relies on the following standard assumptions:

Assumption 1 (Ignorability). Given covariates X, the treatment assignment is independent of the potential out-
comes: (Y(1),Y(0)) L T | X. This assumption ensures that all common causes of the treatment and outcome are
measured.

Assumption 2 (Positivity). Every unit has a positive probability of receiving either treatment: 0 < P(T=1|X =
x) <1 forall x € X. This guarantees overlap between treatment and control groups.

Assumption 3 (Stable Unit Treatment Value Assumption (SUTVA)). The potential outcome of any unit depends
only on its own treatment assignment, not on the treatments of other units. This excludes interference and multiple
versions of treatments.

Assumption 4 (Consistency). The observed outcome under treatment t corresponds to the potential outcome Y(t):
if T=t then Y =Y(t).
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3.3 Latent structural model

Figure 1. The TWDVAE Latent Variable Framework.

Similar to TEDVAE [4] and EDVAE [5], the TWDVAE framework builds on the structural causal model perspec-
tive, where we assume the data-generating process involves three types of latent variables: instrumental factors z;
affecting only treatment, confounding factors z. affecting both treatment and outcome, and outcome-related factors
zy affecting only the outcome.

Our objective is to learn an encoder qg4 (%, Zc, Zy | X, t,y) and decoder pg(x,t,y |z, ¢, Zy) that recover these
latent factors while incorporating our novel type weighting scheme for handling continuous versus discrete variables
differently based on their confounding importance.

4. Methodology
4.1 Data information

The TWDVAE framework consists of three interconnected layers: (1) a sampling layer for handling imbalanced data,
(2) a disentanglement layer with type weighting, and (3) a prediction layer for treatment effect estimation. Figure 2
illustrates the complete architecture, highlighting the flow of information through each component and the integration
of our novel type-weighting mechanism.

Outcomf Prediction g )?r:(xin 1) )7}(961- 0) i
ayer ‘

Zt c Zy
Encoder H Decoder
Disentangled Representation g —

Oversampling
Layer

Figure 2. The TWDVAE framework.
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4.2 Sampling layer for imbalanced data

EDVAE [5] utilized the sampling layer to address the common problem of treatment group imbalance in observa-
tional studies. In TWDVAE, let N; and N, denote the number of samples in the treated and control groups, respec-
tively. When N < N, (treated group as minority), we employ random resampling to balance the dataset:

Dbalanced = Doriginal u Doversampled

where Dyyersampled cOnNtains randomly duplicated samples from the minority treatment group. This non-generative
approach ensures balanced representation while maintaining computational simplicity and assumption compliance.
The random resampling process can be formalized as:

Doversampled = {(Xi' ti Yi): (Xi' ti Yi) ~ Dminority:i =1,.., Nc - Nt}
This balancing strategy helps mitigate the negative effects of imbalanced data on ITE estimation performance.

4.3 Type-Weighted disentanglement layer

In the disentanglement layer, we utilize the VAE [11] framework to decomposes covariates X into three semantically
distinct latent factors:

z.: Instrumental factors affecting only treatment assignment;
z.: Confounding factors affecting both treatment and outcome;
zy: Adjustment factors affecting only the outcome.

4.3.1 Generative model
The complete data generation process is formally specified as follows:
Prior distributions. We assume standard Gaussian priors for all latent factors:

Dy,

p(ze) = N (2 10,1)
Jj;=ik
Dy,

p(zc) = N (Zc]- 10,1)
Jj;=ik

p(zy) = N(Zy]- 10,1)

j=1
where D, , D, , and Dy, denote the dimensionalities of the respective latent spaces.
Conditional distributions. The observed variables are generated conditioned on the latent factors:

p(t |z, zc) = Bern(o(fi(zv, 2.)))
d

p(x |z, Z, Zy) = 1_[ p (Xj | Z¢, Zc, Zy)
j=1

where o(-) is the logistic function and f; is a neural network mapping latent factors to treatment probabilities.
For continuous outcomes, we employ a heteroscedastic Gaussian model:
p(y I t2¢,2y) = N (=i, 0% =%
f=t-f, (ze2zy) + (1 —0) - f, (2c, 7y)
82 =t- f5,(Ze2y) + (1 = 1) - £, (2c, Zy)
wo» fo,>and fs ~are parameterized by separate neural networks.

f

where f, ,

4.3.2 Inference model
We employ variational inference to approximate the true posterior p(zy, z, zy | X). We define a factorized variational
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distribution:

A(Ze Ze 2y 1 X) = g (2e | ¥)qg, (2 | XA, (Zy 1 X)

Each variational component is modeled as a Gaussian distribution:

Dy,

Qo 19 = | [ G 100,080
j=1

Qe 19 = | [ @ 11,09, 03,09
j=1

Gy 2y 10 = | [ @y 11,00, 08,000

j=1
where the mean and variance parameters are output by encoder networks.

4.3.3 Evidence lower bound (ELBO)
The foundation of our approach is the evidence lower bound:

Lgigo = qu,tqq,cqq,y [logpe (x|, c, Zy)]
—Dk1(qg, (¥ I p(z0))
—Dxr(dg, (ZcI%) I p(zc))
—Dk1(dg, (zy[¥) I P(zy))

4.3.4 Type-Weighted reconstruction loss
Our key innovation is the type-weighted reconstruction component:

d
Liype = 0y 2 w; IEq[logp(X]- |2, Z¢, zy)]
j=1

where the type-specific weights are defined as:
Weone  1fXj is continuous
Wyise 11X 18 discrete

This allows the model to prioritize the reconstruction of variables based on their type and hypothesized confound-
ing importance.

4.3.5 Auxiliary prediction losses
To ensure proper disentanglement, we include auxiliary prediction losses:

Lt = E%t%c [longt(tlztv Zc)]
Ly = lthpchpc [longy (Y|t, Zc, Zy)]
4.4 Complete objective function

The complete optimization objective integrates all components:

Lrwpvar = Lepo + &Ly + ayLy + Liype
+A 1613
where:
at, ay: Balance treatment and outcome prediction;
Liype: type-weighted reconstruction loss;
Al 8 115: L2 regularization for model parameters.
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4.5 Prediction layer

Potential outcomes prediction. The prediction layer estimates potential outcomes using the disentangled represen-
tations:

() = f1(zc,zy)
9(0) = fo(zc 2y)

where f; and f, are treatment-specific neural networks.
Treatment effect estimation. Individual Treatment Effect (ITE) and Average Treatment Effect (ATE) are estimated
as:
T = §i(1) — 3:(0)
n

1.
ATE=—Zri.
n

i=1
5. Experiments
5.1 Baseline methods

To comprehensively evaluate the performance of our proposed TWDVAE model, we compare it against five causal
effect estimation methods:
X-Learner [12]: A meta-learning framework that handles heterogeneous treatment effects through cross-estimation.
DragonNet [9]: An adaptive neural network architecture that combines propensity score and outcome prediction.
CEVAE [13]: A deep latent-variable approach that employs variational autoencoders for causal inference.
TEDVAE [4]: A disentangled representation learning method that separates instrumental, confounding, and ad-
justment factors.
EDVAE [5]: A latent factor disentanglement model specifically designed for individual treatment effect estimation.

5.2 Evaluation metrics

We employ two widely adopted metrics for assessing causal effect estimation performance:
Precision in Estimation of Heterogeneous Effect (PEHE): Measures the accuracy of individual treatment effect
predictions:

N
1
e GO RRENE
i=1

where T(x;) is the estimated ITE and t(x;) is the ground truth.

Average Treatment Effect Error (ATE): Quantifies the accuracy of population-level effect estimation:
1 N

2= D Ty (D) + (1 - 6)yi(0)]

i=1

EATE =

where T is the estimated ATE.

We report both training (epiaiE, €na™) and testing (efip, €%3) performance to assess generalization capability.

5.3 Datasets: IHDP

The Infant Health and Development Program (IHDP) [14] dataset originates from a randomized controlled trial eval-
uating the impact of specialist home visits on the cognitive development of premature infants. Following established
benchmarking protocols, we introduce selection bias by removing a non-random subset of treated subjects, creating
an observational study setting with simulated outcomes.

The dataset contains 747 subjects with 25 covariates describing infant and maternal characteristics. We adopt the
standard 70%/30% training/testing split and report average performance across 100 replications to ensure statistical
reliability.
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5.4 Results and analysis

5.4.1 Main results

Table 1. Performance comparison on IHDP dataset (lower values indicate better performance)

Statistical variable glraim eStE glraim ehtE
X-Leaner 3.00 3.160 0.313 0.350
DragonNet 2.444 2.581 0.315 0.365
CEVAE 2.963 3.092 0.348 0.392
TEDVAE 2.11 2.233 0.23 0.271
EDVAE 2.02 2.135 0.241 0.278
TWDVAE-WO 2.012 2.132 0.23 0.268
TWDVAE 1.986 2.103 0.23 0.266

Table 1 presents the comprehensive comparison of TWDVAE against baseline methods on the IHDP dataset. Our
proposed model demonstrates superior performance across both evaluation metrics.

5.4.2 Ablation study
To validate the contribution of our type-weighting mechanism, we conduct an ablation study comparing the full
TWDVAE model with its variant TWDVAE-WO (without type-weighting). The results demonstrate in Table 1:
Type-weighting effectiveness: TWDVAE outperforms TWDVAE-WO on the train and test data, confirming the
value of our variable-type differentiation approach.
Generalization capability: This improvement is still superior on the test data, indicating better generalization.

6. Discussion and Suggestions
6.1 Discussion

The experimental results demonstrate that our proposed TWDVAE model achieves state-of-the-art performance on
the IHDP benchmark dataset, outperforming existing causal effect estimation methods. The superior performance
can be attributed to key innovations in our approach.

(1) The type-weighted mechanism proves to be highly effective in handling mixed-type observational data. By
differentiating between continuous and discrete variables through type-specific weighting, TWDVAE can better cap-
ture the heterogeneous confounding importance of different variable types. This is particularly valuable in real-world
applications where continuous measures (e.g., biological markers) and discrete factors (e.g., demographic categories)
often exhibit fundamentally different confounding characteristics.

(2) The three-layer architecture provides a comprehensive solution to multiple challenges in causal inference. The
sampling layer effectively addresses the common problem of imbalanced treatment groups, ensuring that the model
receives balanced representation from both treated and control populations. The disentanglement layer with type-
aware weighting enables more refined separation of latent factors, while the prediction layer ensures accurate treat-
ment effect estimation.

(3) The ablation study further validates the importance of our type-weighting innovation. The consistent perfor-
mance improvement of TWDVAE over TWDVAE-WO (without type-weighting) across both PEHE and ATE met-
rics confirms that variable-type differentiation is indeed a crucial consideration in causal effect estimation. This find-
ing challenges the conventional assumption of uniform variable importance that underpins many existing methods.

6.2 Recommendations

Based on our findings, we propose the following suggestions for practitioners applying causal inference methods in
real-world scenarios.

6.2.1 Implement Variable-Type diagnostic analysis
Before applying causal inference models, practitioners should conduct comprehensive exploratory analysis to
understand the distribution and characteristics of different variable types in their dataset. This includes assessing the
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proportion of continuous versus discrete variables, their correlation patterns, and their potential confounding strength.
Such analysis can inform the setting of type weights in TWDVAE or guide the selection of appropriate modeling
strategies.

6.2.2 Extend to multiple data modalities

The type-weighting concept can be further extended to handle more complex data structures beyond simple
continuous-discrete distinctions. Future applications could incorporate weights for different data modalities, such as
image features, text data, or time-series measurements, providing a unified framework for multimodal causal
inference.
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