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  Abstract 
In large-scale advertising delivery scenarios, intelligent bidding and ranking mod-
els directly determine exposure efficiency and revenue performance. Model accu-
racy is often constrained by redundant features, noisy interference, and cumulative 
bias, due to the high dimensionality of features, dynamic distribution shifts, and 
delayed feedback. To address these challenges, a multi-source hierarchical feature 
system with stability screening can enhance feature effectiveness and interpretabil-
ity. Combined with multi-task learning, bias correction, and re-ranking constraints, 
the linkage optimization between bidding and ranking is further strengthened. 
Moreover, closed-loop validation through offline evaluation and online experimen-
tation ensures stability and scalability under real traffic. Empirical results indicate 
that this methodological framework reduces computational costs while simultane-
ously improving prediction accuracy and delivery returns, offering a feasible path-
way for constructing efficient and robust bidding and ranking systems on advertis-
ing platforms. 
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Online advertising has become a major driving force in the digital economy, where bidding mechanisms and ranking 
models jointly determine display outcomes and final revenue. In high-concurrency and real-time decision-making 
environments, prediction accuracy not only influences click-through and conversion rates but also directly affects 
cost efficiency and budget allocation. Advertising features originate from diverse sources, including user profiles and 
behavioral sequences, creative content, and contextual environments. These features often display instability across 
different time periods and scenarios, leading to overfitting, distribution drift, and biased predictions. Meanwhile, the 
complexity of auction mechanisms and the latency of feedback impose dual challenges of cumulative bias and reve-
nue volatility on ranking models. Enhancing the scientific rigor of feature selection, optimizing objective functions 
for learning, and strengthening consistency between offline and online evaluation have become critical challenges 
for intelligent advertising systems. 

1. Construction and Selection Strategies for Feature Systems 

1.1 Multi-source integration and hierarchical modeling 

Feature engineering in advertising integrates four layers: users, context, ads, and interactions. User-level features 
cover age, gender, location, interest tags, and behavioral history. Contextual features include time, geography, device 
type, and ad slot position. Ad-level features span creative type, title length, bidding value, and novelty, with creative 
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pools in large platforms often exceeding one million items and daily updates reaching 10%–15%. Interaction features 
track exposure, click, and conversion sequences; for example, the click-through rate of an e-commerce ad may fluc-
tuate by more than 30% within seven days, which critically impacts prediction [1]. 

High-cardinality categorical features must be compressed to reduce computational overhead. When dimensions 
exceed 10,000, online inference latency may increase by over 20%, so frequency or target encoding is commonly 
applied. Continuous features are stabilized through bucketing or quantile segmentation; for instance, isolating the top 
bidding range avoids long-tail distortion. Sequential features are aggregated from users’ latest 50 actions, with half-
lives of about seven days, to emphasize short-term interests. 

Feature consistency is essential for stable deployment. In practice, mismatches between offline training and online 
inference can cause click-through prediction bias above 10%. To mitigate this, strict alignment of dictionaries, buck-
eting, and normalization is enforced, with daily sampling checks keeping discrepancies below 0.5%. 

1.2 Denoising, normalization, and stability transformation 

Advertising data inevitably contains missing values and anomalies. User profile gaps can be filled with global aver-
ages or population-level statistics; contextual gaps (≈1%) may be substituted with recent-time values; systemic miss-
ingness requires redefined collection logic. Outliers, especially in bidding values, are frequent and are treated with 
winsorization to improve stability. 

Normalization and transformation unify feature scales. In industrial practice, standardized features accelerate con-
vergence by ~15%, while quantile transformation improves accuracy by ~3%. Stability is assessed using PSI (<0.1) 
and KS (0.2–0.3); exceeding thresholds signals feature replacement. Data drift is widespread, with user behavior 
shifting >10% during events. To mitigate this, daily resampling balances data, and exponential smoothing increases 
weight for recent samples [2]. Cross-region deployment applies importance weighting to keep prediction bias below 
2%. Monitoring requires coverage >95%, sparsity thresholds <99.9%, single-feature latency <50 ms, and overall p99 
latency ≤200 ms. 

1.3 Selection criteria and search strategies 

After construction and transformation, feature sets must be pruned. Filtering methods remove irrelevant or redundant 
variables; for instance, IV <0.02 features are discarded, and mutual information can cut 30%–40% of low-value 
features. Wrapper methods use iterative model evaluation; recursive feature elimination (RFE) often reduces 2000 
dimensions to ~300, with AUC gains of 1% translating to 3%–5% higher revenue, but added latency >50 ms can 
reduce throughput by ~10%, making multi-objective trade-offs essential. 

Embedded methods leverage model weights for importance scoring. Tree-based gain ranking shows the top 100 
features contribute >80% of predictive power. SHAP values clarify marginal contributions for feature retention [3]. 
Final selection must consider deployment constraints: large-scale systems require feature sets capped at 300–400, 
memory usage <2 GB, and per-feature storage ≤10 KB. Balanced selection ensures optimal trade-offs between pre-
dictive accuracy and system efficiency. 

2. Accuracy Enhancement and Bidding-ranking Optimization 

2.1 Multi-objective modeling and hierarchical learning 

Prediction tasks in advertising delivery are not limited to click-through rate (CTR) but also include conversion rate 
(CVR), the joint probability of click-to-conversion (CTCVR), and ultimately the generated gross merchandise value 
(GMV). Multi-task learning provides an effective framework for this problem, as jointly modeling CTR, CVR, and 
CTCVR within a single architecture avoids the information loss caused by focusing on a single prediction target. To 
handle label sparsity, structures such as ESMM and PLE effectively leverage intermediate signals like exposures and 
clicks, enabling the model to remain stable even in low-conversion scenarios [4]. 

To validate the effectiveness of joint modeling, the study selected advertising logs from the past three months, 
totaling more than 5 billion records covering impressions, clicks, and conversions. The dataset was split using a 
sliding time window, with 70% used for training, 20% for validation, and 10% for testing, while ensuring balanced 
distribution across industries and user segments. The hardware environment consisted of 128-core CPUs and 8 A100 
GPUs, while the software environment employed TensorFlow 2.9 with a unified feature store. The team defined CTR, 
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CVR, and CTCVR as multi-task targets, using ESMM and PLE frameworks for modeling. All features were pro-
cessed through bucketing and normalization, with a batch size of 10,000, an initial learning rate of 0.001, and the 
Adam optimizer [5]. To address conversion sparsity, focal loss was introduced to reweight positive and negative 
samples. Baseline experiments with single-task CTR and CVR models were run under the same conditions to ensure 
comparability. 

The training process lasted 200 epochs, with each iteration evaluated on the validation set for AUC and LogLoss, 
while eCPM and ROI were also calculated. Once convergence was reached, the final evaluation was conducted on 
the test set, and stratified sampling was applied to ensure statistical significance at the 95% confidence level. 

The experimental results are shown in Table 1. The joint modeling method improved CTR AUC by an average of 
1.2 percentage points, CVR AUC by nearly 2 percentage points, and overall GMV by more than 6%. 

Table 1. Comparison of Joint Modeling and Baseline Models 

Model Type CTR AUC CVR AUC GMV Improve-
ment LogLoss eCPM (¥) ROI 

Baseline CTR 0.781 – – 0.464 4.12 1.22 

Baseline CVR – 0.762 – 0.478 4.18 1.23 

Joint Modeling 0.793 0.781 +6.3% 0.451 4.38 1.30 

In terms of objective function design, advertising systems must balance eCPM, GMV, and ROI. Optimizing only 
CTR may lead to excessively low-value clicks, while focusing solely on ROI can restrict traffic coverage. In practice, 
multi-metric weighted objectives are often introduced, with dynamic weight adjustments to balance returns across 
different cycles. Hierarchical loss functions reflect the sequential nature of user behavior, transmitting weights from 
impression to click to conversion to ensure consistency across the funnel. For highly imbalanced label distributions, 
focal loss or logit-adjust methods are employed to improve stability. 

Model calibration issues often arise across user groups and scenarios. To mitigate this, Platt scaling or isotonic 
regression calibration is applied post-training to align predicted probabilities with actual distributions. For cross-
region or cross-category delivery, gating networks and mixture-of-experts structures distribute sub-model weights, 
ensuring predictions remain robust across diverse user populations. 

2.2 Bias correction and causal estimation 

Bias is inevitable in ad ranking models, with position and presentation bias being the most common. Users are more 
likely to click ads placed higher in the ranking, even if relevance is low, leading to systematic errors during model 
training. To correct this, platforms can introduce bias estimation methods based on click models such as PBM or 
DBN, which model user attention distributions to recover true click intent. 

Delayed feedback presents another major challenge, especially in sparse conversion scenarios where purchases 
may occur days later. Directly labeling short-term non-conversions as negatives severely contaminates training data. 
In engineering practice, survival analysis and expectation-maximization approaches significantly reduce label noise, 
while denoising methods lower false negative ratios and improve accuracy in predicting future conversions [6]. 

Covariate shift also weakens generalization. Feature distributions vary across time and populations, and without 
correction, online performance deteriorates rapidly. Common approaches include importance weighting and inverse 
propensity re-sampling to better align training and deployment distributions. Adversarial domain adaptation further 
reduces discrepancies between user groups, and in cold-start traffic, it can improve prediction accuracy by up to 5%. 

2.3 Ranking fusion and mechanism constraints 

Scoring in ad systems often requires the fusion of multiple models. Wide&Deep captures both low-dimensional mem-
orization and high-dimensional interactions, while DCN and AutoInt explore more complex feature combinations. In 
practice, cascaded GBDT+LR structures are widely adopted, where tree models handle feature selection and interac-
tion, and linear models handle efficient scoring [7]. This structure maintains interpretability while keeping p99 la-
tency under 150 ms. Multi-scale feature pyramids capture both short-term clicks and long-term preferences, improv-
ing conversion rates. 
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Ranking outputs must align with auction mechanisms to prevent conflicts between revenue and user experience. 
Under GSP and VCG pricing, scores must account for bid value, CTR, and CVR. Budget pacing further prevents 
over-reliance on predicted probabilities. In practice, platforms dynamically adjust bids by incorporating pCVR, life-
time value, and bidding coefficients to maximize ROI under budget constraints. 

Re-ranking is essential to balance business goals. Beyond accuracy and revenue, systems must ensure diversity 
and novelty of exposure, prevent excessive dominance by a single brand, and comply with safety requirements. Plat-
forms often apply linear or quadratic programming constraints to candidate sets, embedding diversity, novelty, and 
risk controls into optimization. Recently, learning-based re-ranking methods have become prevalent. MMR and 
xQuAD improve coverage while maintaining relevance, and ListMLE and LambdaRank directly optimize ranking 
metrics. These methods not only increase user engagement depth but also reduce brand concentration, demonstrating 
that mechanism constraints enhance both user experience and long-term delivery stability. 

3. Evaluation and Verification of Models 

3.1 Offline evaluation and robustness 

Multi-metric evaluation includes AUC, LogLoss, NDCG, eCPM, GMV, CPA, and ROI. Calibration error is kept ≤2%, 
Kendall’s τ ≥0.6. Data splits use 28 days for training and 7 for validation, with cold-start samples separated [8]. Stress 
tests add 10% noise and triple traffic, with AUC drops of ≤0.5%. Feature/module ablation and SHAP analyses rank 
the top 50 features, attributing errors to prediction, calibration, mechanism, or traffic structure. 

3.2 Online experiments and strategy iteration 

The experimental platform was deployed on a Kubernetes cluster consisting of 32 compute nodes and 4 A100 infer-
ence nodes. Online inference was supported by Triton, with the data pipeline built on Kafka and Flink, while metrics 
were stored in ClickHouse and features were managed through a unified Feature Store. The team adopted an A/B/n 
parallel design, where each arm carried 5% of real-time traffic, and traffic ramp-up increased gradually from 1% to 
5%. The experimental cycle lasted 14 days. CUPED was applied at the user level to reduce variance by more than 
10%. Guardrail metrics included service crash rate, p99 latency, and abnormal billing, with automatic rollback trig-
gered if any thresholds were exceeded. 

The procedure began with replaying the past seven days of logs in a sandbox to verify consistency, followed by 
stratified rollout across geographic regions and device types. The system performed hourly health checks on GMV, 
ROI, and latency, and automatically reduced weights when budget constraints were detected. Thompson sampling 
was employed to explore low-traffic segments, while exploitation strategies were fixed during stable periods. Evalu-
ation criteria required two-sided tests with p ≤ 0.05 for statistical significance, and the team additionally reported 
effect sizes and confidence intervals. ROI reduction was limited to within 2%, and p99 latency was capped at 150 
ms. 

The dataset covered impressions, clicks, conversions, and billing records. Logs were ingested in real time via Flink, 
while revenue and cost figures were reconciled against financial statements, with a 1% sampling ratio for manual 
verification. Before online deployment, the team applied Off-Policy Evaluation (OPE) using IPS, SNIPS, DR, and 
DR-AL, constraining strategy bias within ±3%. The results are shown in Table 2. 

Table 2. Online Experiment Results 

Scheme AUC eCPM(¥) GMV (10k¥) ROI p99 Latency (ms) 

Baseline 0.783 4.21 1280 1.24 138 

Strategy A 0.792 4.38 1371 1.31 146 

Strategy B 0.789 4.33 1342 1.29 149 

Analysis shows Strategy A improved AUC and eCPM, raised GMV by 7.1% and ROI by 5.6%, without breaching 
guardrails. Strategy B was stable but underperformed. Strategy A was adopted as the new baseline. 
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4. Conclusion 

The evolution of intelligent bidding and ranking models represents not only a contest of algorithmic performance but 
also a comprehensive test of coordination across technology, mechanism, and engineering systems. Feature stability 
lays the foundation for prediction, model precision, and fairness foster platform trust, and closed-loop evaluation 
safeguards resilience under large-scale traffic. When data, algorithms, and mechanisms achieve dynamic balance, 
advertising systems can continually optimize revenue and user experience in volatile markets, driving the digital 
economy toward greater transparency, controllability, and efficiency.  
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