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1. Introduction

Abstract

The rapid expansion of online advertising has necessitated the development of ac-
curate and efficient models for advertisement click prediction (ACP). Predicting
whether a user will click on an ad is crucial for optimizing digital marketing strat-
egies, enhancing user engagement, and maximizing revenue. Traditional machine
learning approaches, such as KNN, DT, and GBDT, have been widely used for
ACP, but they often require extensive feature engineering and lack adaptability to
dynamic user behaviors. While deep learning models, particularly artificial neural
networks (ANNs), offer improved accuracy by learning feature representations au-
tomatically, they suffer from high computational costs and poor interpretability,
limiting their practical deployment. To address these challenges, this study pro-
poses a lightweight and interpretable ACP framework that integrates DepGraph-
based pruning with SHAP analysis. By leveraging structured pruning techniques,
we significantly reduce the model’s computational overhead while maintaining
high predictive performance. The use of SHAP ensures interpretability by identify-
ing key features influencing ad clicks, providing actionable insights for advertisers.
Experimental results demonstrate that the pruned ANN model retains strong clas-
sification capabilities while achieving a substantial reduction in model size and in-
ference time. Moreover, SHAP analysis highlights the most influential features,
such as daily internet usage and time spent on site, which play a crucial role in
predicting user engagement. This research presents a scalable and interpretable so-
lution for ACP, making deep learning models more efficient for real-world appli-
cations in digital advertising.
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Adpvertising [1-3] is a cornerstone of the modern digital economy, serving as a vital link between businesses and
consumers. The rapid expansion of online advertising has transformed how products and services are marketed, mak-
ing digital advertisements an essential tool for revenue generation across industries. Whether through search engine
promotions, social media campaigns, or personalized recommendations on e-commerce platforms, advertisements
aim to capture consumer attention and influence purchasing decisions. Given the immense financial investments in
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online advertising, optimizing ad performance has become a critical area of research. A key metric in evaluating ad
effectiveness is the Click-Through Rate (CTR) [4-6], which measures the likelihood of a user clicking on a given
advertisement. Understanding and predicting advertisement clicks not only help businesses maximize their return on
investment (ROT) but also enhance user engagement by displaying more relevant content.

Advertisement Click Prediction (ACP) [7, 8] is a fundamental classification task in online advertising, where ma-
chine learning models predict whether a user will click on an ad based on a variety of features. These features may
include user demographics, browsing history, device type, time of interaction, and the nature of the advertisement
itself. Accurate ACP models enable advertisers to optimize their ad placements, improve conversion rates, and allo-
cate budgets more effectively. For publishers, better click prediction ensures that high-performing ads are shown
more frequently, increasing engagement and revenue. Additionally, personalized and well-targeted advertisements
benefit users by reducing irrelevant content exposure, enhancing the overall digital experience. As digital marketing
strategies become increasingly data-driven [9, 10], developing robust ACP models has become a primary focus for
researchers and industry professionals alike.

Early approaches to advertisement click prediction primarily relied on rule-based systems and statistical methods,
such as logistic regression (LR) and decision trees (DT) [11-14]. These models, while interpretable, were limited in
their ability to handle the complexity and high dimensionality of modern advertisement data. As machine learning
evolved, more sophisticated models such as K-Nearest Neighbors (KNN) and Gradient Boosted Decision Trees
(GBDT) were introduced [15-17], significantly improving click prediction accuracy by capturing nonlinear relation-
ships between features. However, despite their effectiveness, these traditional methods had notable limitations, par-
ticularly in terms of scalability, feature dependency, and adaptability to dynamic data. Rule-based models often failed
to generalize to large-scale datasets [ 18-20], while many machine learning models required extensive manual feature
engineering. Moreover, static models struggled to adapt to evolving consumer behaviors and market trends, making
them less effective in real-time advertisement bidding environments.

With the rise of Artificial Neural Networks (ANNs) [21-23], deep learning has shown significant promise in ad-
vertisement click prediction. ANNs can automatically learn hierarchical feature representations from raw data, re-
ducing the need for manual feature engineering and improving prediction performance. These models, however, come
with their own challenges. One of the most pressing concerns is their computational complexity, which makes them
resource-intensive and difficult to deploy in real-time applications. Additionally, deep learning models often suffer
from poor interpretability [24, 25], meaning that while they achieve high accuracy, understanding their decision-
making process remains a challenge. This lack of transparency raises concerns in applications where explainability
is critical, such as targeted advertising and algorithmic fairness.
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Figure 1. The framework of the proposed lightweight and interpretable DepGraph-based pruned artificial neural network for
advertisement click prediction.
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To address these challenges, this study proposes a lightweight and explainable ACP framework that integrates
ANN compression using DepGraph-based pruning [26] with SHapley Additive Explanations (SHAP) interpretability
[27]. By leveraging structured pruning techniques, the model reduces computational overhead while retaining high
accuracy, making it more suitable for deployment in large-scale advertising systems. Furthermore, SHAP analysis
enhances model transparency by providing feature importance explanations, ensuring that predictions remain inter-
pretable and aligned with business objectives. The proposed framework, as illustrated in Figure 1, follows a system-
atic pipeline: after feature selection, normalization, and dataset splitting, multiple models—including KNN, DT,
GBDT, and ANN—are trained and evaluated. The best-performing model is then pruned for efficiency and analyzed
using SHAP to ensure interpretability.

2. Literature Review

CTR prediction is a pivotal task in online advertising, aiming to estimate the likelihood of a user clicking on a specific
advertisement. Accurate CTR prediction enhances advertisement targeting efficiency and user experience. Over the
years, researchers have proposed various methods to improve CTR prediction accuracy. Initially, linear models such
as LR were widely used for CTR prediction due to their simplicity and interpretability [28]. However, LR models
struggle to capture complex feature interactions. With the advent of deep learning, researchers began integrating
neural networks into CTR prediction models. Zhang et al. introduced deep learning for click-through rate estimation,
leveraging deep neural networks to model high-order feature interactions and non-linear relationships [29]. Incorpo-
rating user behavior has also been a focus in CTR prediction research. Qi et al. proposed search-based user interest
modeling with lifelong sequential behavior data for click-through rate prediction [30], utilizing lifelong user behavior
data to model dynamic user interests, thereby improving prediction accuracy. Ouyang et al. introduced Deep Spatio-
Temporal Neural Networks (DSTNs), which consider both spatial and temporal auxiliary ads to enhance CTR pre-
diction by capturing contextual ad relationships [31].

Despite the progress made in improving CTR prediction accuracy, existing studies largely focus on maximizing
predictive performance without considering model interpretability and efficiency. Most deep learning models act as
black boxes, making it difficult for advertisers to understand why certain ads are recommended. Moreover, many
existing approaches are computationally expensive, making them impractical for real-time applications.

3. Method

3.1 Dataset preparation
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Figure 2. The distribution of numerical features in ACP prediction.
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We collected the dataset from Kaggle, containing 1,000 samples with 9 original features and a binary target variable,
“Clicked on Ad”, which indicates whether a user clicked on an advertisement. The dataset includes various attributes
such as user demographics, browsing behavior, and time-related features. To refine the dataset, we removed four
string features such as Timestamp. These features were excluded because they do not directly contribute to predicting
user click behavior and may introduce unnecessary complexity. After this preprocessing step, the dataset retained 5
features, which provide useful insights into user engagement with advertisements. For model training and evaluation,
we split the dataset into a 70% training set (700 samples) and a 30% test set (300 samples). Additionally, we per-
formed feature normalization to scale the numerical values between 0 and 1, ensuring that all features contribute
proportionally to the model’s learning process. This preprocessing step helps improve convergence and stability,
especially when using machine learning models sensitive to varying feature magnitudes. The distribution and box
plots of numerical features are provided in Figure 2 and Figure 3.
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Figure 3. The box plots of numerical features in ACP prediction.

3.2 Baseline machine learning models

To evaluate the effectiveness of different machine learning approaches in predicting advertisement clicks, we imple-
mented a set of baseline models, including KNN, DT, GBDT, and ANN. These models serve as fundamental bench-
marks, allowing us to assess their relative performance in handling advertisement click prediction tasks. To ensure a
comprehensive evaluation, we measured model performance using multiple key metrics, including Accuracy, F1-
score, Precision, Recall, Confusion Matrix, and Receiver Operating Characteristic (ROC) curves.

3.2.1 Artificial neural networks

Artificial neural networks [32-35] have gained increasing attention in click prediction due to their ability to learn
high-level feature representations automatically. We designed an ANN-based classifier with multiple dense layers,
including a 128-unit fully connected layer with ReLU activation, followed by 64-unit and 32-unit layers, and finally
a single-unit output layer with a sigmoid activation function. The ANN model was compiled using the Adam opti-
mizer, which provides an adaptive learning rate, and trained using binary cross-entropy loss. We implemented early
stopping to prevent overfitting, ensuring that training stops once validation loss ceases to improve over multiple
epochs. The model was trained for 50 epochs with a batch size of 32, leveraging validation data for performance
monitoring. Although ANNSs offer superior feature extraction capabilities, they are computationally intensive, making
deployment in large-scale online advertising systems challenging.
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3.2.2 K-Nearest neighbors

K-Nearest neighbors [36-38] is a non-parametric, instance-based learning algorithm that classifies new data points
based on their proximity to existing labeled instances. It operates on the principle that similar data points tend to have
similar classifications. The choice of the number of neighbors (K) plays a crucial role in KNN’s performance—too
small a value may lead to overfitting, while too large a value may smooth out decision boundaries excessively. In this
study, we used an optimized Euclidean distance metric and determined the best K value through cross-validation.
Although KNN is straightforward and effective for small datasets, it struggles with scalability as dataset size increases,
making it computationally expensive for real-time applications.

3.2.3 Decision tree

Decision trees [39-41] are widely used in classification tasks due to their interpretability and ability to model complex
decision boundaries. A decision tree splits the data based on feature thresholds, forming a hierarchical structure of if-
else conditions. In our implementation, we employed Gini impurity as the splitting criterion and performed pruning
to prevent overfitting. While decision trees are fast to train and easy to interpret, they can be prone to overfitting,
especially when dealing with noisy data. Despite these limitations, decision trees serve as a strong baseline, particu-
larly in scenarios where interpretability is a priority.

3.2.4 Gradient boosted decision tree

To improve upon individual decision trees [42-44], we employed gradient boosted decision trees, an ensemble learn-
ing method that builds multiple sequential decision trees, where each tree corrects the errors of the previous one. It
uses gradient boosting, an optimization framework that minimizes a given loss function by iteratively refining weak
learners. We utilized the XGBoost library, which provides an efficient and scalable implementation of GBDT. To
optimize model performance, we tuned hyperparameters such as learning rate, tree depth, and regularization terms
using grid search. GBDT generally outperforms individual decision trees by reducing variance and bias, making it
one of the most effective models for structured data. However, its complexity can lead to longer training times com-
pared to simpler models like KNN and DT.

3.3 DepGraph-based pruning

Model pruning is a widely used technique to reduce computational cost and memory consumption while maintaining
predictive performance. Traditional pruning methods often rely on weight magnitude-based criteria, which remove
individual connections between neurons in an unstructured manner. However, such approaches may disrupt the ar-
chitecture of a neural network and lead to instability in predictions. To address these challenges, DepGraph-based
pruning is introduced as a structured pruning approach that considers the interdependencies between different layers,
ensuring a more effective and stable reduction in model complexity.

DepGraph, short for Dependency Graph, is a method that analyzes the structure of a deep learning model [45, 46]
by identifying dependencies among different layers and operations. In neural networks, certain neurons or channels
are highly interconnected, meaning that removing one component can impact others. Unlike naive pruning techniques
that eliminate weights arbitrarily, DepGraph constructs a computational graph where each node represents a layer,
and edges define dependency relationships between layers. This structure allows for systematic pruning, ensuring
that redundant neurons are removed while preserving the overall functional integrity of the model.

In our advertisement click prediction framework, we apply DepGraph-based pruning to ANNs to achieve a more
efficient and lightweight model due to the best performance of the ANN model. The pruning process begins by ana-
lyzing the model’s architecture and constructing a dependency graph based on the relationships between different
layers. By leveraging this graph, we can determine which neurons or channels contribute the least to the final predic-
tion and selectively remove them. In this study, we focus on pruning fully connected layers, which contribute signif-
icantly to the overall parameter count of the ANN. Instead of removing individual weights, we prune entire neurons,
reducing the number of active connections in the network while maintaining its ability to extract meaningful features.

To ensure that pruning is applied effectively, we set a predefined pruning ratio, determining the proportion of
neurons to be removed from specific layers. A balance must be struck—pruning too aggressively can degrade model
performance, while a more moderate pruning approach helps retain predictive power while improving computational
efficiency. After pruning, we evaluate the impact on the model by comparing key metrics, such as the total number
of parameters and inference speed, before and after pruning.
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3.4 Shapley additive explanations

SHAP [47, 48] is a widely used interpretability method for machine learning models, derived from Shapley values in
cooperative game theory. It provides a principled approach to quantifying the contribution of each feature to a model’s
prediction by fairly distributing the total prediction difference among input features. This method is particularly val-
uable for complex models such as artificial neural networks, where understanding the decision-making process is
often challenging. By assigning importance scores to individual features, SHAP enables a deeper understanding of
how different inputs influence the model’s output, making it a crucial tool in machine learning interpretability.

One of the key advantages of SHAP is its ability to provide both global and local interpretability. Global interpret-
ability helps analyze the overall impact of features across all predictions, identifying which attributes are most sig-
nificant in shaping the model’s decisions. In contrast, local interpretability explains individual predictions, helping
understand why a particular instance was classified in a specific way. To enhance interpretability, SHAP provides
multiple visualization tools, including summary plots, dependence plots, force plots, and waterfall plots, which allow
for a comprehensive analysis of model behavior.

In this study, we employed SHAP to analyze the interpretability of our artificial neural network model for ACP.
By computing SHAP values, we identify the most influential features contributing to whether a user clicks on an
advertisement. This helps in understanding which factors drive user engagement with advertisements, providing
transparency in the decision-making process. Specifically, SHAP allows us to explore the impact of user attributes
such as daily internet usage, time spent on-site, income level, and age on advertisement click behavior. The insights
gained from SHAP analysis not only improve model interpretability but also assist advertisers in optimizing ad tar-
geting strategies and refining digital marketing approaches.

4. Results and Discussion
4.1 The performance comparison among baseline models

The performance evaluation of different baseline models on the ACP task reveals key insights into their effectiveness
in distinguishing between clicked and non-clicked advertisements. Based on the results presented in Table 1, the
models exhibit high classification accuracy, with ANN achieving the highest performance across all metrics, followed
by KNN, GBDT, and DT. The superior performance of ANN suggests that deep learning models are more capable of
capturing complex interactions within user data, leading to improved classification results.

Table 1. The performance of baseline models evaluated by different metrics

Model names Accuracy F1-score Precision Recall
KNN 0.973 0.973 0.986 0.960
DT 0.957 0.957 0.953 0.960
GBDT 0.960 0.960 0.954 0.967
ANN 0.980 0.980 0.987 0.973

Examining the confusion matrices in Figure 4, ANN demonstrates a strong ability to correctly classify both positive
(clicked) and negative (not clicked) instances, with only a small number of misclassifications. KNN also performs
well, maintaining high precision and recall, though it is slightly less accurate than ANN. GBDT achieves a balance
between precision and recall but exhibits slightly higher misclassification rates compared to ANN. DT, while inter-
pretable, shows slightly lower accuracy, likely due to its tendency to overfit to training data, reducing generalization
capability.

The ROC curves in Figure 5 further validate the models’ effectiveness in ACP prediction. The ANN model shows
the highest true positive rate across different false positive thresholds, indicating robust performance in distinguishing
between classes. KNN and GBDT also demonstrate strong discriminative abilities, while DT, despite performing well,
shows a slightly lower area under the curve (AUC), reinforcing the model’s limitations in generalization.
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Figure 4. The confusion matrix based on various machine learning models.
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One of the primary reasons ANN outperforms other models in this task is its ability to learn hierarchical feature
representations. Unlike tree-based models that rely on explicit feature splits, ANN automatically extracts meaningful
patterns from the data, enabling it to capture nonlinear relationships between user attributes and click behaviors.
Additionally, the multiple layers of ANN facilitate complex feature interactions, which are crucial in digital marketing
scenarios where user engagement is influenced by multiple factors, such as time spent on a website, income level,
and internet usage patterns.

KNN performs well in this classification task due to its instance-based learning mechanism, which allows it to
compare new data points with existing labeled examples. However, its efficiency decreases with larger datasets due
to its reliance on distance-based computations. The performance of GBDT highlights its strength in structured data
learning, leveraging multiple decision trees to refine predictions iteratively. While it provides high recall and preci-
sion, its reliance on handcrafted feature selection makes it slightly less effective than ANN in capturing hidden feature
interactions. DT, though simple and interpretable, is prone to overfitting, which explains its lower accuracy compared
to other models.

4.2 The performance comparison between original ANN and pruned ANN model

Experimental results demonstrate the effectiveness of DepGraph-based pruning in reducing model complexity while
maintaining competitive performance. As shown in Figure 6, the original ANN model achieved an accuracy of 0.9800,
an Fl-score of 0.9799, a precision of 0.9865, and a recall of 0.9733. After applying DepGraph-based pruning, the
pruned ANN model exhibited a slight decline in accuracy (0.9533) and F1-score (0.9699), primarily due to the re-
duction in model capacity. However, the recall increased slightly to 0.9800, suggesting that the pruned model was
still capable of effectively identifying positive cases, albeit with a slight trade-off in precision.
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Figure 6. The accuracy, F1-score, precision and recall comparison between the original ANN and pruned ANN.
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Figure 7. The ROC curves comparison between the original ANN and pruned ANN.
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Figure 7 presents the ROC curves for both models, illustrating that while the pruned ANN maintains a strong
classification capability, it shows a marginal decline in AUC compared to the original model. This suggests that the
pruning process preserved the model’s ability to differentiate between clicked and non-clicked ads, though with a
minor reduction in overall confidence.

From an efficiency perspective, as depicted in Figure 8, the pruned ANN significantly reduced the number of
parameters from 11,170 to 4,310, leading to a substantial decrease in computational complexity. Moreover, the infer-
ence time per 1,000 samples decreased from approximately 0.201 ms to 0.167 ms, demonstrating a notable improve-
ment in inference speed. This efficiency gain makes the pruned ANN more suitable for real-world applications where
computational resources are limited.
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Figure 8. The model size and inference speed comparison between the original ANN and pruned ANN.

4.3 SHAP analysis for feature importance

To interpret the prediction results of our model, we employed SHAP, a widely used interpretability technique based
on cooperative game theory. The summary plot (Figure 9) provides a global view of feature importance by illustrating
the SHAP values for each feature across all instances in the dataset. Features with larger absolute SHAP values have
a more significant impact on the model’s output. From the results, daily internet usage and daily time spent on site
emerge as the most influential features, suggesting that users with higher engagement in online activities are more
likely to click on advertisements. Conversely, age and area income have relatively lower importance, indicating that
demographic characteristics might not be the primary determinants of ad clicks. The binary gender feature, male, has
the least impact on the model’s predictions, signifying minimal influence in distinguishing between clicked and non-
clicked ads.
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Figure 9. The importance of features (summary plot) based on SHAP.
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Figure 10 presents the dependence plots, which explore the interaction between different features and their influ-
ence on the prediction outcome. A strong negative correlation is observed between daily time spent on site and its
SHAP values, implying that users who spend more time on websites are less likely to click ads. Similarly, area income
shows a downward trend, indicating that individuals with higher income levels may exhibit lower engagement with
online advertisements. On the other hand, age exhibits a positive correlation with daily internet usage, suggesting
that certain age groups tend to have higher online engagement, which may indirectly affect their likelihood of inter-
acting with ads.

To further understand feature-level contributions, we analyze the waterfall plots in Figure 11. These plots illustrate
how individual features drive specific predictions. For example, daily internet usage consistently exerts a positive
influence on the predicted probability of clicking an ad. In some cases, age and daily time spent on site exhibit
contrasting effects, reinforcing the importance of contextual interactions among features. The results confirm that
internet usage behaviors play a crucial role in ad engagement, while socioeconomic factors have a more subtle impact.
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Figure 11. The waterfall plot for some examples based on SHAP.
4.4 Discussion

While our study presents a novel approach for advertisement click prediction using a combination of machine learn-
ing models, deep learning optimization, and SHAP-based interpretability, several limitations remain that offer oppor-
tunities for future research. One of the primary challenges is the reliance on a relatively simple dataset, which may
not fully capture the complexity of real-world online advertising behavior. Although our model demonstrates high
predictive performance, additional features such as user browsing history, contextual information about the adver-
tisements, and temporal engagement patterns could further enhance prediction accuracy.

Another key limitation is the computational trade-off associated with model pruning. While the DepGraph-based
pruning effectively reduces the model size and inference time, there is still a slight drop in precision, as shown in our
evaluation. Future work could explore more adaptive pruning strategies, such as dynamic sparsification techniques,
to better balance efficiency and accuracy. Additionally, while our framework improves the interpretability of deep
learning models through SHAP, it does not account for causal relationships among features. Understanding why
certain features influence ad clicks, beyond statistical associations, would be crucial for advertisers seeking actionable
insights.
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Moreover, this study primarily focuses on binary classification, distinguishing between clicked and non-clicked
ads. In real-world advertising applications, a multi-class or ranking-based approach could be more informative, pre-
dicting not only whether a user clicks an ad but also their likelihood of engaging further, making a purchase, or
interacting with similar ads in the future. Exploring reinforcement learning-based strategies for adaptive ad placement
could also be an exciting direction.

5. Conclusion

This study introduced a DepGraph-based pruned ANN model for advertisement click prediction, balancing model
efficiency and interpretability. While traditional machine learning models like KNN, DT, and GBDT provide reason-
able accuracy, our results confirm that deep learning models, particularly ANNs, achieve superior predictive perfor-
mance by capturing complex feature interactions. However, the computational burden of ANNs poses a challenge for
large-scale deployment, which we addressed through DepGraph-based structured pruning. Our results show that
pruning reduces the model’s parameter count by over 60% and significantly improves inference speed, making it
feasible for real-time applications. Additionally, we integrated SHAP analysis to enhance model transparency, allow-
ing advertisers to understand the factors driving user engagement. The interpretability results revealed that daily
internet usage and time spent on site are the most influential factors in predicting ad clicks, while demographic at-
tributes like age and income have relatively lower impact. These findings can help advertisers optimize targeting
strategies and improve ad relevance. Despite its effectiveness, our framework has some limitations. The dataset used
in this study is relatively small, and additional contextual features, such as browsing history and real-time user inter-
actions, could further improve prediction accuracy. Moreover, while pruning enhances efficiency, further research is
needed to explore adaptive pruning techniques that dynamically adjust model complexity. Future work will focus on
multi-class ad engagement prediction, reinforcement learning-based ad placement, and cross-platform generalization
to enhance the applicability of our approach in diverse advertising environments.
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